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1 Introduction 
When it comes to building truck tours, the practice of commodity-based freight modelling has 
seen little evolution in the last decade, with most applications still relying on approaches based 
on discrete choice models, which often yield nonsensical tours from a truck operation 
perspective. Substantial theoretical advances have been made in the literature, but these have 
not been translated into practice effectively. In this scenario, we present a novel algorithm for 
truck-tour modelling based on traditional vehicle routing heuristics and present results for 
experiments on a statewide freight model with over 11,000 zones, demonstrating that the use 
of sophisticated data structures, low-level algorithm parallelisation, and other high-
performance computation techniques yields an algorithm with computational efficiency 
suitable for the application on large-scale freight models. 

2  Methodology 
The central idea of the proposed methodology is to use the Vehicle Routing Problem (VRP) 
to generate truck tours. Further, truck tours are generated for each origin separately, as we 
will interpret each origin as the single depot in a traditional VRP. As a result of this 
interpretation, all stops in a tour will be comprised of destinations for which there are flows 
from the origin in question, configuring a traditional routing problem. 
As is the case in most traditional VRP configurations, truck-tour models must also include 
constraints on the number of stops and total duration of tours. An important distinction arises, 
however, in the fact that the demand at each destination is not a shipment or set of shipments 
of known size, but rather a total demand in terms of Full Truck Loads (FTL), which requires 
an assumption on the size of shipments to be considered.  
Unlike a traditional Capacitated Vehicle Routing Problem (CVRP), where the demand at each 
destination is cumulative and constrained by vehicle capacity, the objective in our problem is 
to balance each tour in such a way that the demand served at each destination is exactly the 
same. 
As suggested by our literature review, the Savings algorithm (Clarke and Wright 1964) It is a 
good starting point for the development of the algorithm, particularly due to the fact that the 
savings calculated and sorted at the start of the routing procedure can be re-utilised in each 
subsequent iteration. 
The nature of the proposed approach, separating the problem into smaller sub-problems, 
equal to the number of zones in the model, is also convenient with respect to parallelisation of 
the algorithm.  
The first step in the algorithm is the computation of all savings for zone pairs in the model, 
precisely as done in the Savings  heuristic (Clarke and Wright 1964), considering only zone 
pairs that could result in tours within the cost limit. In our case, we also sort these savings 
pairs in descending order and store them in the SAVINGS_SORTED list, as we will use this 
list repeatedly across each algorithm iteration. 
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With SAVINGS_SORTED prepared, each iteration of the algorithm consists of selecting one 
saving at a time and forming tours using rules inspired by the Savings heuristic. 
Building tours consists only of attaching new segments (corresponding to savings) at the 
beginning or the end of routes that are under construction or starting new routes when none 
of the zones in the zone pair corresponding to the saving in question are part of any route 
already being built. Finally, in a departure from the traditional Savings heuristic, we do not 
stitch existing tours together to save on computational time. 
After exhausting all records from our SAVINGS_SORTED list, we compute the demand served 
by each route as the minimum demand of all zones in the route, and deduct that amount from 
each zone accordingly. As such, we ensure that the number of destinations with demand fully 
served at the end of each iteration is equal to the number of tours generated, ensuring a 
monotonic and predictable rate of convergence. 
Finally, we re-populate the SAVINGS_SORTED in the same order while eliminating zone pairs 
that have one or more zones already completely served, and proceed to the next iteration of 
the algorithm. 

3 Freight model 
The truck-tour model proposed is primarily intended for implementation within traditional 
commodity-based freight modelling frameworks, typically used in statewide transportation 
models and frequently aggregate in nature. That is the case of the model used in this research, 
which, despite being aggregate in nature, is built on a zoning system with over 11,600 zones 
and a total of 1,250 commodities, translating into a substantially bigger computational burden 
than most similar models in use in the United States or Australia.  
To deal with this computational burden, commodity matrices are aggregated into commodity 
groups before they are processed through the truck-tour and assignment models. 
After aggregation, the model includes 9 vehicle types and 24 commodity groups, resulting in 
over 210 vehicle matrices. Of these, only 20 commodities and 3 vehicle configurations were 
selected as inputs for the truck-tour model, as very large trucks (e.g. multi-trailer trucks) and 
some commodities (e.g. bulk grain) are usually transported as FTL (full truck load) and 
therefore not sensible as inputs for the truck-tour model. 

Figure 1 - Overall model structure 
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It is a central point of this model that the demand matrices used as an input to the truck-tour 
model are to be interpreted as Less-Than-Truckload (LTL) demand, and is, therefore, 
expected to be shipped in an arbitrary number of trucks as a part of an equally arbitrary number 
of tours. 
For example, suppose the demand between a certain origin O and a certain destination D is 
exactly one vehicle. In that case, we should expect that this demand is served by multiple 
tours that have their origin in O and have D as one of their visited destinations. 
This behaviour, somewhat counter-intuitive from the perspective of traditional vehicle routing 
problems, is designed to recognise the aggregation of demand points into Traffic Analysis 
Zones (TAZs) and that the use of Full-Truckload (FTL) movements is most likely an artificial 
reduction in vehicle movement that would not reflect reality. 

4 Numerical experiment 
Since the original model matrices were extremely sparse, we eliminated some of the 
procedures used to eliminate trivial results in the matrix (e.g. stochastic rounding) in order to 
generate more computationally challenging scenarios with which to test the proposed 
algorithm. With that, we have tested matrices that had up to 22% of their cells filled and 16% 
of OD pairs (or matrix cells) considered preliminary candidates for tour formation. Just for 
perspective, this would be equivalent to a fully populated matrix for a model with 5,400 zones 
where 73% of its OD pairs are considered preliminary candidates for tour formation (i.e. are 
close enough to each other and the depot. 
The most time-consuming problem analysed had 21.2 Million preliminary candidates for tour 
formation, generated 14.96 Million tours and took 29.5 minutes to process, utilising close to 
65 Gb of memory to store all algorithm data structures and resulting tours in memory at its 
peak. In this experiment, we set the maximum number of stops per tour to be randomly 
between 3 and 10, which has not significantly affected processing time. This indicates that the 
initial step of computing the savings for each destination pair is indeed the most time-
consuming step in the algorithm. All experiments were conducted on a 3970X Ryzen 
Threadripper with 32/64 cores/threads, and 256Gb of memory, which is a machine with 
specifications compatible with those used to run large modern transport models. 
As shown on Figure 2(a), the processing time for the model grows in a roughly quadratic 
manner with the number of candidate pairs, which is expected given the order of complexity 
expected for our implementation. It should be noted that a substantial reduction in memory 
usage would have been possible if the number range for zone IDs did not require the use of 
64-bit integers to store all stop IDs. As expected, the same relationship is observed between 
the model run time and the number of tours generated, as shown in Figure 2(b). 

Figure 2 - Computing time Vs. candidate pairs for routing (a) and tours generated (b) 
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We have also computed the distribution of the number of stops for the case where the 
maximum number allowed was equal to 10, but we should note that we did not have access 
to observed data with which to compare these results. 
Finally, as one of the main drivers for developing this algorithm was to obtain realistic tours, 
we expanded the experiment above to compare the algorithm's solutions with those from a 
dedicated TSP solver.  For this, we randomly selected nearly 590 thousand distinct tours 
generated by our proposed algorithm, with the number of stops varying from 4 to 15 (not 
including the depot) for further analysis. 
For each one of these tours, we attempted to reduce the cost by running them through the 
TSP solver from Google Or-Tools (Furnon and Perron 2024) with its default settings, as the 
problems are minimal. For this test, our results showed an average improvement of less than 
1% on the tour costs and consistently minor deviations from our results. 

5 Conclusion 
We have proposed a novel truck-tour formation algorithm suitable for implementation within 
commodity-based freight models, which can output delivery-only tours for trips with origins in 
each zone of the model. More importantly, the algorithm is capable of generating tours that 
adhere to the principles and methodologies used in real-life truck routing, which represents a 
substantial improvement over those created by econometric approaches. Critical to real-life 
deployments, it was shown to be computationally efficient, even when applied to huge models, 
being, to our knowledge, the first normative truck-tour model shown to perform well for huge 
models. 
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